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Outline

e What is statistics? e Confidence intervals

e Populations, samples ¢ Hypothesis tests

o Parameters, estimates « Multiple-sample problem
e Sampling distributions e Linear regression

e Bias, SE, MSE e Bayesian statistics

e« Maximum likelihood

Caveat. We're covering a lot of ground in a short
period of time, and so lots of approximations will
be made.



We may at once admit that any inference from
the particular to the general must be attended
with some degree of uncertainty, but this is not the
same as to admit that such inference cannot be
absolutely rigorous, for the nature and degree of
the uncertainty may itself be capable of rigorous
expression.

— Sir R. A. Fisher

What is statistics?

e Data exploration and analysis
e Inductive inference with probability
e Quantification of uncertainty

e Experimental design



Populations and samples

We are interested in the distribution of some measurement (or
measurements) in some underlying (possibly hypothetical) popu-
lation (or populations).

Examples: e Infinite number of mice from strain A; cytokine response to
treatment.

e All T cells in a person; respond or not to an antigen.

e All possible samples from the Baltimore water supply; concen-
tration of cryptospiridium.

e All possible samples of a particular type of cancer tissue; ex-
pression of a certain gene.

We can'’t see the entire population (whether it is real or hypotheti-
cal), but we can see a random sample of the population (perhaps
a set of independent, replicated measurements).

Parameters

The object of our interest is the population distribution or, in par-
ticular, certain numerical attributes of the population distribution
(called parameters).

Population distribution Examples:

e Mean

e median

e SD

e proportion =1
. o proportiqn > 40
! e geometric mean

0 0 20 30 4 50 60 e 95th percentile

Parameters are usually assigned greek letters (like 6, 1, and o).



Sample data

We make n independent measurements (or draw a random sam-
ple of size n).

This gives X4, Xo, ..., X, independent and identically distributed
(iid), following the population distribution.

Statistic: A numerical summary (function) of the X’s (that is, of the data).
For example, the sample mean, sample SD, etc.

Estimator: A statistic, viewed as estimating some population parameter.
(estimate)

We write: f an estimator of ¢ X = ji an estimator of x
S

p an estimator of p ¢ an estimator of o

Parameters, estimators, estimates

L e The population mean
e A parameter
e A fixed quantity
e Unknown, but what we want to know

X e The sample mean
e An estimator of u
e A function of the data (the X’s)
e A random quantity

X e The observed sample mean

e An estimate of u
e A particular realization of the estimator, X
e A fixed quantity, but the result of a random process.



Estimators are random variables

Estimators have distributions, means, SDs, etc.

Population distribution

X

— X1,X2,...,X10 —

3.8 8.0 9.9 13.1 15,5 16.6 22.3 25.4 31.0 40.0 — 18.6

6.0 10.6 13.8 17.1 20.2 22.5 22.9 28.6 33.1 36.7 — 21.2

8.1 9.0 9.5 12.2 13.3 20.5 20.8 30.3 31.6 34.6 — 19.0

4.2 10.3 11.0 13.9 16.5 18.2 189 204 284 344 — 17.6

8.4 15.2 17.1 17.2 21.2 23.0 26.7 28.2 32.8 38.0 — 22.8

Sampling distribution

Distribution of X

Population distribution
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Bias, SE, RMSE

Population distribution Dist'n of sample SD (n=10)
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Consider 6§, an estimator of the parameter 6.

Bias: E( —0)=E() — 6

Standard error (SE):  SE(#) = SD(#).
RMS error (RMSE): \/E{(é — )2} = /(bias)? + (SE)2.

An example

Consider n backcross mice (genotype AA or AB). Let y; be the
guantitative phenotype of mouse :.

Imagine a single gene (QTL) + environmental noise.

Let z; = 1/0 if mouse i is AB/AA at the gene, and suppose there is
no segregation distortion, so that Pr(z; =0) = Pr(z; =1) = 1/2.

Imagine y;|z; ~ normal(u.,, o%).

1 Ly — )
f(yz|zz)—ﬁexp —5( o )

Unconditionally, y; follows a mixture of normal distributions.

fly) = (1/2) fyslzi = 1)+ (1/2) f(yi|zi = 0)



Example data
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Phenotype

Maximum likelihood

Q: How to estimate g, 11, and o?

One approach: Use the parameter values for which the data are
most probable.

log likelihood:

l(,uo,/.tl, 0') = log Pr(data|,u0, 1, O')
= Z log [(1/2)¢(yi| o, o) + (1/2)(ys| i1, o))

where ¢(ylu, o) = - exp [—5(*74)’]

g

Maximum likelihood estimates:

[0, i1, o such that [ is maximized.



Fitted curves
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A few facts

Let X1, Xo, ..., X,, be iid with mean =, and SD = o.

Let X =) X;/n =sample mean
s =+/>(X; — X)?/(n — 1) = sample SD

No matter what:

E(X) = M,SD( X) = o/
E(s%) =
If n is large, X is approximately normally distributed

If the population distribution is normal:
X ~ normal s*(n —1)/o* ~ X2,

(X = w)/(o/y/m) ~ normal(0,1) (X = u)/(s//A) ~ tus

Confidence intervals

Suppose we measure the logig cytokine response in 100 male
mice of a certain strain, and find that the sample average (X) is
3.52 and sample SD (s) is 1.62.

Our estimate of the SE of the sample mean is 1.62/+/100 = 0.162.

A 95% confidence interval for the population mean (u) is
3.52 + (2 x 0.16) = 3.52 + 0.32 = (3.20, 3.84).

What does this mean?

What is the chance that (3.20, 3.84) contains u?



What is a confidence interval?

A 95% confidence interval is an interval calculated from the data
that in advance has a 95% chance of covering the population pa-
rameter.

In advance, X + 1.965/4/n has a 95% chance of covering .

Thus, it is called a 95% confidence interval for p.

Note that, after the data is gathered (for instance, n=100, X =
3.52, s = 1.62), the interval becomes fixed:

X 4+ 1.960/4/n = 3.52 4 0.32.

We can’t say that there’s a 95% chance that x is in the interval
3.52 + 0.32. It either is or it isn’t; we just don’t know.

500 confidence intervals for p
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But we don’t know the SD

Use of X +£1.96 0/+/n as a 95% confidence interval for y requires
knowledge of .

That the above is a 95% confidence interval for u is a result of the
following:
X — p
o/V/n

~ normal(0,1)

What if we don’t know ¢?

We plug in the sample SD (s), but then we need to widen the
intervals to account for the uncertainty in s.

The t interval
If X1,..., X, are iid normal(mean=y, SD=0),
X +t(a/2,n - 1) s/+/nis al— a confidence interval for .

t(a/2,n—1)is the 1—«/2 quantile of the t distribution
with n — 1 “degrees of freedom.”

al2
T T T T [

2 4
t(a/2,n-1)



500 BAD confidence intervals for p

(o unknown)

Il

i

J

-
N
w
£
(&}
)

500 confidence intervals for p

(o unknown)

-
N
w
IS

3}



Hypothesis testing

Question: Do the two strains have the same mean?

We imagine Xq,..., Xy ~iid normal(u4,04)
Yi,...,Ym ~iid normal(ug,0p)

Ho : s =B Ha: pa # up

Question: Are the data compatible with Hy?

Test statistic

In order to determine whether the data are compatible with Hp, we
form a summary statistic, for which large values indicate evidence

for a departure from the null hypothesis p4 = up.

The statistic to use depends on

(a) the types of parameters in question

(b) the form of the data
(c) our assumptions about the process generating the data
X —Y
In the above example, we'duse T = ——
SD(X —Y)

Rejection rule: Reject Hg if |T| > C, for some “critical value,” C'.



P-values
e P-values are a function of the data. (They are random, like
data.)

e P-values measure the strength of evidence against Hp.
(Take this with a grain of salt.)

e Small p-values indicate evidence against Hp.

e P = probability of getting this sort of extreme data, if the
observed difference were just due to chance variation.

e NOT the probability that the observed difference is due to
chance.

e Note that P=0.048 is essentially the same as P=0.053.

Permutation test

XorY group XorY group
X1 1 X1 2
X2 1 X2 2
; 1 ; 1
Xn 1 — Tobs Xn 2 — T
Y, 2 Y, 1
Yo 2 Yo 2
Y m 2 Ym 1

Group status shuffled

Compare the observed t-statistic to the distribution obtained by
randomly shuffling the group status of the measurements.



Permutation distribution

P-value = Pr(|T*| > |Tobs|)

Small n: Look at all ("'™) possible shuffles

Large n: Look at a sample (w/ repl) of 1000 such shuffles

Example

For each of 8 mothers, we observe (estimates of) the number of
crossovers, genome-wide, in a set of independent meiotic
products.

Question:

Do the mothers vary in the number of crossovers
they deliver?



The data
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Example (cont.)

How do we think about this?

If there were no relationship between family ID and number
of crossovers in a meiotic product:

e What sort of data would we expect?

e What would be the chance of obtaining data as extreme
as what was observed?



Permuted data
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The F statistic

k groups
n; values in group ¢
yi; = jth value in ith group

Assume the data are independent, and that y;; ~ Normal(y;, o%).

Question: Are the p; the same?

Lety. =3 0 yij/ni and g = > >t Yi/ >
LetSSp =51 mi(y.—5.)? and  SSy =30 3 (v — ui)?

SSp/(k — 1)

F= SSy /S (n; — 1)




Estimated permutation distribution
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F statistic

The above example concerns
the analysis of variance (ANOVA)



Another example

Consider n intercross mice.

Let y; = phenotype of mouse i

2 BB
Let 2z, = < 1 if mouse i is AB at a marker
0 AA

Imagine y; ~ normal(u,,, o)

Question: Mo = 11 = ,LLQ’)

ANOVA as linear regression

+1 2 0 2
Leta; = 0 if r, = 1 and d; = +1 if r, = 1
—1 0 0 0

Then
Yi=ptaa+odite e; ~ normal(0, o%)

Estimate u, a, 0 by least squares
(equivalent to maximum likelihood here)

RSS = Y(yi — §i)? = ,(yi — o — & a; — 0 d;)?

Note: ppp=p+a  pap=p+0  paa=p—«



A sex effect

Let s; = 1/0 if mouse i is male/female.

Consider the model: yi=pt+aa+od;+ 0 s+ ¢

mean phenotype
marker genotype females males

BB p+a  pu+pf+a
AB ) pw+pB+90
AA p—a  pu+p—a«

A sex effect
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10

Mean phenotype

AA AB BB

Genotype



Sex by marker interaction

Consider the model:

Yi=p+aa;+0di+ B s+ (a; i) +75 (di 5:) + €

mean phenotype

marker genotype females males
BB p+oa  p+B+a+,
AB T w+ B4+ s
AA p—a  p+pB—a—",

Sex by marker interaction

No interaction Interaction

30 o 3%+ o
male

o
25 25 \
male o o °
20 / 20 | ><
o
/o

O

15 / female
o

10

15 female

Mean phenotype
(o)
Mean phenotype

10 [e)

AA AB BB AA AB BB

Genotype Genotype



An age effect

Let w; be the age of mouse .

Consider the model: yi=pt+aa+0d;+ 0w+ ¢

marker genotype mean phenotype

BB p+ o+ B w;
AB 1=+ 90+ 5 w;
AA @ — o+ B w;

An age effect
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Age by marker interaction

Consider the model:

y¢=u+aai+5di+ﬁwi+fya (aiwi)+’y(s (diwi)—kei

Mean phenotype

\

marker genotype

mean phenotype

BB
AB
AA

A+ a+ (84 va) w;
w0+ (B +7s) w
:u_a+(5_’7a)wz’

Age by marker interaction
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Frequentist statistics

The target is inference regarding some fixed
population parameter, 4.

We imagine repeating the sampling/measurement
process.

We focus on the sampling distribution of a
statistic/estimator.

Bayesian statistics

Imagine the population parameter, ¢, is drawn from
some prior distribution, Pr(s).

We calculate the distribution of ¢ conditional on the
observed data (the “posterior” distribution)

Pr6|z) oc Pr(z|9) Pr(9)

All inference follows from careful study of Pr(g|z).



Example

Suppose we are interested in the proportion of 8 week old male
C57BL/6J mice that survive some infection.

We infect n = 10 mice and note that z = 3 survive.

Frequentist:

x ~ binomial(10, p)
A 95% confidence interval for p is 7 — 65%.

In advance, we had a 95% chance that our interval would contain p; after
the fact, it either does or doesn't.

Bayesian:

x ~ binomial(10, p)
Imagine that p ~ uniform(0, 1), a priori.

There’s a 95% chance that p is in the interval 9-59%.
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